
Lecture 12

HRI FALL26

AndreaBajasy

Last Time

game theory

This time

world modeling



What is a world model why do we care

The idea that organisms humans animals maybe robots

carry mental models of the world so that they can try
out alternatives before acting

Techninally the transition function Tleftssaright is a

world model But So far we have assumed a known or

hand designed representation of state sinS

But this is never true in practice we need ngtr

deal with real obs 0tintheta coming from sensor like
our eyes touch taste smell and sound

ok well the traditional thing to do is to design a

ex Pompps

historyofobservations e.g RGBcameraing
state estimator pleftsto0ta0tright which gives us a

historyof robotactions
distribution over the current state given a history of
the robot's agent's observations and actions

But what is the representation of S
ex complex interactions like cutting an onion what is s

ex or when you are cooking in a cluttered kitchen do you
pay

attention to every object its color appearance It temperature

on top of this how do youmodel the consequences ofyouractions
fr such a complicated interaction



The idea of world modeling is to study how an organism

learns a state representation and a transition function

directly from Dleftleftootiaotirightrighti1N observation action data

ENCOMER varepsilonleft0rightrightarrowz
latentstate or representationobservation

DYNAMICS
TRANSITION zfleftzaright

Ilatent state

leftzinZfleftztatrightright
facestate modelofhow

ex OUTPUTSINPUTS
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BUT FIRST let's talk about

WORLD MODELS IN HRI Reddy Dragon Levine Neurips 2018

So far whenever we have learned from human data ex IRL intent

or modeled human behavior we assumed they were

operating planning under a perfect world model But people

may deviate from seemingly optimal decisions this could

be belause they have incorrect understanding of the world
ex classic cog sci work Caramazza Cognition1981 shows

that human judgements about physis of projectiles underestimate
the effects of inertia

i ference

true
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throwingrobot



If robots can understand human internal world models

thenthey can coordinate better ex better shared controllers

assistance in Reddyet al 2018

For this part let's assume the state representation is known

real Tleftssarightinternal hatTleftssaright

H's policy is a functionofhatT pihatTleftasrightproptoeQhatTleftsaright
Boltzmann rational wit

Assume we know rleftsarightrightarrowQhatTleftsarightrleftsarightgammaleftleftVleftsrightrightssimhatTleftsrightsaright
Given a dataset of H behaviors Dleftleftsarightright learn

This is hard
opt seepaperhatTargmax_hatTsum_sainD1logpihatTleftasright

once the robot learns hatT it can learn to ex betterassist H1

ex shared autonomy via internal to real dynamics transfer

IDEA assist someone by just helping them get to the next state
they want to get to intent next state

a a
R
ssist argmin_aRDKLlefthatTlefts1saHrightTMallefts1saRrightright

intuition robot wants next state distribution in reality to match
next state distribe the person is predicting in their mind

seepaperfor
real useful
examples

brokingex
imaginethe
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ix Smalldrone

true
dynamicsmini

done bell the minidone canbrakeafterbeing
thrown to resemble the it's predictionthrowingrobot



WORLD MODELS IN ROBOTICS

ok but wait robots don't perfectly understand the world

either And what about the big assumption that we

know how to write down the state of the world

Let's try to place different approaches to worldmodeling
on a spectrum

handdesigned

modelonlywhatmatters
minimalism

model everything
maximalism

when we wrote down a state space transitionmodel
Tleftssaright 1 where on spectrum are we Probably here

now let's say I give you a dataset Deltaleftleft0a01rightright
You get to learn the state rep transities what should

the learning objective be

ENCOMER sum_phileft0rightrightarrowz
DYNAMICS
TRANSITION zfthetaleftzaright

Reconstruation Your latest Z must be able to predict generate
everypixel in your observation

At

MSE latentstate keeps everything
relevant or not ex video
generationmodels

o100

Decodervarepsilonvarnothing

handdesigned

Z z video
modeleverythingftheta modelonlywhatmattersminimalismmaximalisma



What are some potential problems with this world model

A2 Predict only what matters State abstractions and transition

models should be taskdriven minimal You can discard

stuff that doesn't matter in the high D observation ex

TV textures bg etc and focus only on stuff that does

ex stop light pothole color of your fav mug ett

the reward function is a pretty good signal for what
matters So now we have

latentstate keeps only aspects that
are relevant for the task

handdesigned

0 r Y
varepsilonvarnothing

Z z video
modeleverythingftheta modelonlywhatmatters

minimalismmaximalisma

In fact cognitive science supports the idea that People

construct simplified mental representations to plan Ho Nature2022

This paper argues that people are not restricted a

single full or fixed representation of the world

This is especially important b c humans are resource rational

meaning we try our best to make rational decisions with

bounded computation



The process of adopting the representation tailoring it

to specific tasks needs is referred to in this work as

controlling a task construal
ignoredmore

ex

strong
attention

It's have to solve maze go from 0rightarrowmdlgwhtsquare These heatmaps
show what objects they focused on remembered during each task

Let's formalize this idea

construal asubseteq obstacles

policyunder c pi1argmax_cRcleftpiright
value of representation

VorleftcrightRleftpicrightCleftcright

cumulativerewardundera

9 Cognitive cost ex c like numobstRewardofpolicyexecuted
in the REALWORLD
lex real maze

If you compute VOR f the maze the model does a

very good job prediting the participant data
ignored

attention



There are a lot of unknowns on understanding how humans

and robots build world models

latentprediction
UTEAA Dino

wmvideomodels
reconstruct handdesigned VOR

rewardpred
modelonlywhatmatters

minimalism

Dreamer
reconstruct
reward

model everything
maximalism

All of this matters b c

9 many HRI failures occur b c mismatch btwn what

robot's model encodes what human cares about

2 we can potentially learn to build better robots

better in the sense of more generalizable comp

efficient like ppl if we understand humans


